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ABSTRACT 

The high-level of abstraction, concurrency, and real-time 
features of Ada 95 are used to closely simulate the 
development of salps swarms (salps are marine 
macroplanktonic animals). Artificial creatures which behave 
like real salps (they move in space, feed, grow, metabolize, 
and reproduce by alternating sexual and asexual generations) 
are simulated in scaled down monotonous real-time. Each 
creature is autonomous and possesses its own biological 
clock. Each individual is visualized with a small colored 
spot on the screen. This simulation allows to experiment  
different values of several poorly known metabolic and life-
cycle parameters, and to estimate the extent of the swarms 
in both time and space. 

INTRODUCTION 

Ecologists wanting to make simulations, especially with an 
individual-based model, must usually use some simulation 
software, which should be adapted to their problem. These 
software tools are composed of a simulation kernel 
managing the simulation, and a library (random generator, 
statistical distributions, etc.), often accessible via a 
graphical interface.  Examples are Swarm (Minar et al. 
1996) (see also http://www.swarm.org/), CORMAS (Bous-
quet et al. 1998); MAML (Gulyás et al. 1999); (Hill et al. 
1994). Another solution for the ecologist is to collaborate 
with computer scientists experts in simulation. The result 
depends on the degree of their mutual understanding of the 
problem. 

(Railsback 2001) has stressed in this case the importance of 
software implementation and code quality on simulation 
results. It is not very practicable for an ecologist to become 
a skilled programmer as this takes a long time. However, I 
want to point out that when dealing with complex systems 
— as is usually the case in ecology — the above approaches 

(using pre-packaged generic simulation systems, or letting a 
simulation expert interpret the ecological problem) have 
important limitations. As is the case for mathematical 
models which “average” complex relations by means of 
differential equations, both approaches often suffer from 
oversimplification. 

To reduce the gap between the “domain space” and the 
“solution space”, complex phenomenon need to be 
described by means of a high level language whose 
expressiveness facilitates program design and legibility. 
Concurrency is also important, as most biological 
interactions take place concurrently. In an individual-based 
model,  event-driven simulations, useful for industrial 
projects with a small number of processes, do not seem 
appropriate when several hundreds individuals interact. 
Using concurrent software objects may better reflect the 
real biological world. The Ada language incorporates 
concurrency at a high level: Ada tasks (lightweight 
processes having their own thread of control) appear well 
suited to model the behavior of individual agents. 

While Ada also provides generic templates, it seemed 
premature to devise from the start a generic simulator that 
could be instantiated for specific creatures: there is too 
much diversity in nature. Rather than building one more 
simulation toolkit, I have tried to see how far it is possible 
to represent in software some peculiar animals with a 
complicated biology. The software presented here is aimed 
at understanding an ecological phenomenon: the development of 
salp swarms. 

BIOLOGICAL AND ECOLOGICAL CONTEXT 

Salps are a component group of the so-called gelatinous 
macroplankton. These fragile organisms cannot be kept a 
long time in the laboratory, and the amplitude of most of 
their life cycle and physiological parameters is not precisely 
known. Found down to 600 m deep in the open ocean, they 
present many sampling problems. They also have a 
complicated mode of development, alternating sexual 
reproduction and asexual multiplication. Pelagic amphipods 
of the genus Vibilia are crustaceans parasitoids which can 
only develop on salps eating their reserves until the 



crustacean is big enough to leave its host and devour or 
infest new ones.  

Salps are fragile planktonic organisms, difficult to keep in 
the laboratory, where they not survive long, even in large  
mesocosms. They are also difficult to sample correctly in 
the sea: long chains of aggregates may not enter the nets, or 
may be broken during capture. The importance of their 
ecological role is increasingly recognized, but the above 
difficulties impede oceanographers in devising extensive 
experiments or sampling plans.  

It would be convenient to deal with more robust organisms 
not subject to these biases. A way of supplementing 
laboratory and field data consists of doing computer 
simulations with 'software salps' resembling real salps. This 
would allow to explore the consequences of several 
research hypotheses.  

SOFTWARE IMPLEMENTATION 

General Characteristics 

The simulation software RTS3 (Real-Time Salps Swarm 
Simulation) is programmed in Ada 95. This safe and highly 
readable real-time language offers true object-orientation 
and built-in concurrency, at a higher-level of abstraction 
than C++ or Java. The software is architectured (however 
not strictly) along the lines of the HOOD (Hierarchical 
Object-Oriented Design) engineering method (Rosen 1997). 
The RTS3 source code is written for the GNAT compiler, 
version 3.13p or higher, under Windows NT/2000. RTS3 vers. 
6.x comprises about 10,800 non-comment and non-blank lines, 
distributed in about 120 files, with numerous comments in 
the source code. 

This source code and its accompanying documentation may 
be downloaded from my home page (http://www.obs-
vlfr.fr/~laval). The program runs on a PC under Windows 
NT/2000. This software is freely available under the terms 
of the GNU General Public License.  

RTS3 evolved from CALIFE, described in (Laval 1997). 
CALIFE was programmed in Ada 83. New and improved 
features of Ada 95 allow in many cases a more elegant 
programming of essentially the same specifications. This 
code was continuously improved and tested during a time 
span of several years. 

Overall software design 

The top-level structure of the software  (Fig. 1) entails a 
Space object, a Salps population object, its food, its 
parasitoids Vibilia. There are also some artefactual objects 
needed to conduct the simulation, read the parameters, and 
to display the creatures on the screen. 

The HOOD root object is composed of a few top-level 
objects, which are further decomposed. The main objects 
are the Salps and Vibilia packages, each implementing a 
lineage of self-reproducing creatures issued from the first 
created individual. The Space and Salp_Food packages set 
their simple environment. 

A Simulation_Instruments object, containing the global 
clock and several counters, harnesses the simulation. The 
creatures may ask (but not modify) the status of the 
simulation (i.e. Running or Finished, according to the 
global clock) using a Simulation_Status object. The data is 
read by means of a Parameters object that read a 
configuration text file before starting the simulation. The 
creatures are displayed on the screen with a 
Computer_Interface object. This object is also responsible 
for user interactions before starting the simulation and of 
the recovery of the results at the end. Once launched the 
simulation runs autonomously, without external control; 
each creature lives, develops and reproduces by itself. 

The Artificial Salps 

The “software salps” have the following characteristics: 

o Each individual is an autonomous and self-
reproducing entity existing in two forms: oozooids 
give birth to chains of aggregates; each aggregate 
in the chain gives in turn birth to an oozooid, and 
so on. Starting from the first oozooid, each 
creature is connected to its parent by a branched 
linked list of pointers or Ada “access values” (Fig. 
1). 
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Figure 1: Salp Reproduction. The first oozooid 
gives one chain, which will generate several 
oozooids (4 in this figure), and so on. After a 
few days, this oozooid may produce a second 
generation of chains.



 

o From their birth on, individuals have a biological 
clock triggering the events of their life cycle. At 
any given time, each individual has an age, a stage 
and a weight. 

o Individuals occupy distinct locations in space, 
where they may find food. The “filtered” food is 
ingested, proportionally to the creature size, 
metabolized, producing new tissues, which 
increase the weight of the individual. 

o Individuals move into the bi-dimensional space 
grid, searching adjacent locations not occupied by 
other individuals. 

o Food is distributed evenly in a checkerboard 
pattern at the onset of the simulation. It is not 
renewed as the salp exponential multiplication 
would create a population explosion quickly 
saturating the available computer memory. 
However, periodic food renewal has been 
implemented in some working versions. 

o All interactions between the autonomous 
individuals occur in (scaled down) real time. 

 

The representation of chains of aggregates in the software 

If chains were represented faithfully in the software, i.e. 
with about 125 aggregates as is the case in the ocean, after 
one generation each chain would produce 125 oozooids, 
which in turn would give birth (assuming no mortality) to 
125 chains, and so on. After only 3 generations, there will 
exist 1253 or 1,953,125 oozooids. This is much more than a 
computer with 256 Mb memory may sustain. Tolerable 
numbers of zooids (oozooids + aggregates) in 120 
simulated days may only be obtained if the parameter 
Number_Of_Aggregates in the software is set to about 5.  
This is not a problem if the purpose of the simulation is to 
obtain a swarm, that is, a fair number of interacting zooids. 
Conclusions drawn from 600 zooids would not teach us 
much more than from two millions. Of course the amount 
of food filtered by these "scaled chains" should be adjusted 
to the number of aggregates they are composed of. 

The Artificial Vibilia 

Once an artificial salp population was set up, artificial 
Vibilia were added to the simulation. From a programming 
point of view this was a (soft) real-time challenge. Vibilia 
must search mature salps, deposit a few larvae on them, and 
search other suitable salps to infest them. The larvae grow 
by eating the salps' reserves, and leave their host when they 
become capable of swimming. They then search and eat 
new salps until they become adult, where they will again 
infest new salps. 

The artificial Vibilia move faster than the zooids. They are 
able to detect suitable zooids at some distance, and to 
devour or infest them when they arrive at their location. 

Time 

Each individual has is own “biological clock” which starts 
at birth, and triggers its developmental stages. They do not 
rely on a global clock that would synchronize their 
behavior. There is, however, a global clock: the simulation 
clock. This clock is only consulted by the zooids to know if 
the simulation duration is elapsed. 

Each individual, oozooid or chain, occupies a location for a 
‘day’. It respires, metabolizes, feeds (by filtering water), 
and if its age and reserves allow, reproduce. So its 
respiration, feeding, etc. are rather ‘mean daily’ actions. 
This daily scale has been chosen to conduct simulations for 
about 200 (simulated) days, to cover for example the 
springtime. This temporal scale does not allow to accurately 
model shorter events, like dial vertical migrations; the daily 
averaging should take into account feeding at the range of 
depths experienced by the individual over 24 hours. 

Time in RTS3 is a scaled down monotonic time; one ‘mean 
day’ is represented with a CPU duration in milliseconds 
(usually 1,500 ms). 

Space 

The simulation scene is a vertical slice of open ocean. This 
slice is a 2-D grid with 316 x 224 locations. The upper part 
of the rectangular frame limiting the area corresponds to the 
surface. Obstacles are put all around the frame, which is a 
reflecting boundary. However, in the course of a simulation 
(usually 120 simulated days), creatures do not have enough 
time to reach the boundaries, so that the ocean slice may be 
considered unbounded.  

In the original CALIFE paper each grid cell represented a 
volume 1,000 m long x 0.5 m high, with a virtual thickness 
of 0.5 m. One thousand meters is in the order of the 
distance a salp may travel during a mean day. 

I now think that this scale is too large at an individual level. 
In a salp swarm, individuals are not 1,000 m apart. Cells 
(daily locations) should rather correspond to a smaller 
volume, say 20 m x 0.5 m x 0.01 m = 0.1 m3, rather than 
250 m3. This volume is equivalent to the amount of water 
filtered daily by 25 aggregates of Salpa fusiformis, which is 
in line with the 125:5 scaling of chains (see above, The 
Representation of Chains). 

Creatures Moves 

Because of the concurrency, the creatures should access the 
grid locations in mutual exclusion. A Controller object 
(Ada 95  protected object) mediates all space accesses, 
ensuring mutual exclusion  

The Move algorithm is rather complicated. If its destination 
is occupied, the creature searches the first empty location 
among the 8 possible adjacent locations. If there are none, it 
increases by one its search area. 

A Vibilia attacks a zooid if one of a suitable stage occupies 
the amphipod destination. The Vibilia acquires its host 
access value, which is used to devour the host’s reserves or 
to create one or several larvae on the salp. 



Screen Display and Program Output 

As observed by (Railsback 2001), a visualization of the 
simulation outcome is essential to detect inconsistencies 
and errors in the model. The different kind and states of the 
creatures are represented in real-time with small colored 
dots (or different characters if a blow up is necessary during 
program debugging). This constrains the maximum grid 
size to its present value.  

Only when the simulation is elapsed are data recovered by 
traversing the branched lineages of zooids and Vibilia, 
starting from the initial individual. The data thus collected 
with no interference with the simulation can then be fed in a 
data analysis or graphic program. 

Life-Cycle Parameters 

The creatures can only pass to the next life-stage if certain 
conditions of age,  weight or reserves are fulfilled, up to an 
upper duration limit. To simulate external causes 
(predators, hydrological factors, pollution) a mortality 
coefficient may, if different from 0.0,  randomly kill an 
individual before its “natural” death. 

Nondeterminism 

In the RTS3 software a pseudorandom generator is utilized 
to slightly desynchronize the zooid births (otherwise all 
moves and stage changes would occur at the same time, a 
feature which does not occur in the ocean). The same 
pseudorandom series is also used to choose in which way 
(clockwise or counterclockwise) the zooids will explore the 
8 possible bearings when a destination is not empty (in 
order to distribute the zooids evenly on the space), and for 
the optional mortality. As food is initially distributed in a 
checkerboard pattern, the greatest part of the variability is 
the amount of food encountered by the zooids. This amount 
depends on the path followed by all the zooids in space, and 
their previous history. When many zooids are present, 
numerous potential paths can be followed at a given time. 
As shown by (Huberman and Glance 1993) the order of 
arrival of the individuals may result in profound  
differences. Moreover, any small differences are greatly 
amplified by the exponential mode of reproduction. 

The pseudorandom generator is the one of the Ada 95 
Numerics annex that has good statistical properties. In each 
run the same initial seed is used. However, successive runs 
of the program made with the same parameters usually give 
at the end of the simulation somewhat different zooid 
productions and spatial configurations. Even if a fixed 
result is assigned instead of a random one, and the food 
distribution is set homogeneously, some variability 
remains. This is because using  numerous Ada tasks 
automatically adds some stochasticity (due to the time 
needed for task activations when several Ada tasks are 
created at the same time, the action taken by the run-time 
scheduler in presence of equal priority tasks, the time 
needed for creating multiple zooids by an aggregate, etc.). 

 The variability is rather small if the total zooid production 
is considered  (rather than the spatial zooid coordinates). 
An example of the total zooid production after 200 ‘days’ 

(corresponding to a given initial amount of food evenly 
distributed in space, and a set of likely metabolic 
parameters values) is given in Table 1 (statistics for 300 
replicate runs). 

 

Table 1: 300 Successive Runs Made With Identical 
Parameter Values 

(n = 300) 
Total 

oozooid 
production 

Total chain 
production 

% food 
consumed 

Min 649 315 42.727 

Max 973 668 55.897 

Mean 806.7 590.7 49.319 

Std 
deviation 53.26 31.73 2.403 

Coeff. of 
variation 0.0660 0.0537 0.0487 

 

DISCUSSION 

The extensive use of Ada 95 concurrency features (tasks 
and protected objects) allows the interplay of  autonomous 
objects (individuals), asynchronously updating their state 
and their environment. RTS3 produces a simulation that, as 
a whole, is time-driven, while the individuals themselves 
are clock-driven.  

With realistic parameter values, RTS3 gives stochastic 
outputs. Deterministic results have the advantage to permit 
an easier debugging. However, the principal aim is of this 
software to simulate and understand an essentially 
nondeterministic ecological phenomenon, not to obtain 
exact numeric predictions. When several input parameters 
are poorly known, one can only make numerous replicate 
runs to estimate the variability corresponding to a given set 
of inputs.  

Object-orientation is used in RTS3 to derive the two kinds 
of individuals resulting from the modes of reproduction. 
However organisms close to salps in the biological 
classification (appendicularians, doliolids, pyrosomes) 
either have no alternating generations, or are colonial, or 
present a still more complicated life cycle. It is possible to 
implement a general root type having a few primitive 
operations, but these operations would need to be 
overridden and completed by many new ones. A great part 
of the code cannot be re-used as is. However, the general 
architecture of the simulation (self-reproducing autonomous 
creatures living in space during a long period of time) could 
be the same for implementing other kinds of organisms 
with another biology and different interactions. Rather than 
a simulation kernel, Ada provides enough high-level 



constructs, especially for concurrency, to cope with mutual 
exclusion, simultaneous updating, or time management. 

In his review of individual-based models, (Grimm 1999) 
stresses that “the most important purpose of modeling is 
understanding”. In its current form,  RTS3 may help to 
determine the main factors triggering the explosive 
development of salp blooms, how long they may persist, 
what is the impact of Vibilia, etc. This kind of model is 
very difficult to validate in the lack of field data with the 
needed spatial and temporal resolution. This lack of data 
and the quasi-impossibility to make field experiments 
prevent to apply most of the “heuristic rules” of  (Grimm 
1999) for individual-based models. 

A version of RTS3 incorporating dynamic food renewal 
was tried; it was difficult to tune the balance among several 
metabolic parameters to avoid a population explosion that 
saturates the computer memory. And, unless it is possible to 
keep salps in the laboratory, these parameters cannot be 
assessed directly by experiments. 

CONCLUSIONS 

Specifying and building an individual-based simulation 
software to better understand an ecological problem is in 
itself a modeling undertaking. The obligation to specify 
precisely each step of a process forces numerous interrogations 
that would not be answered in a less detailed equation-
based model. 
 
Real-time programming is notoriously difficult and error-
prone. RTS3 belongs to a less stringent category known as 
soft real-time, meaning that a process missing its timed 
deadline incurs no catastrophic consequences. This is the 
case with life-cycle stages, which tolerate some biological 
variability, or when Vibilia attack their hosts: they may 
occasionally miss them, and have another chance later. I 
think that a real-time simulation is more intuitive than an 
event-driven simulation to represent a biological process. 

RTS3 may be an extreme example of complication: salps 
have an unusual life cycle, the life-cycle of the Vibilia in 
turn depends on, and interfere with, this life-cycle. Taking 
as an example RTS3, an ecologist with some knowledge of 
Ada 95 can build a comparable simulation for another, 
simpler, situation: one of the advantages of Ada is the 
possibility to reason in terms of the problem domain, with 
user-defined types automatically checked by the compiler. 

Because of the sampling and rearing problems posed by 
salps, the RTS3 simulation should be useful to better 
understand the relationships between the salps and their 
environment, to get insights and to make hypotheses on the 
development of salps swarms.  
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